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Recap of last episode…

Pre-training Supervised finetuning

📚 📝
Learn how to 

autocomplete
Learn how to follow 
a certain behavior

Write a short story about a teddy bear who likes to read 
poetry.

Story writing

Once upon a time, a bear, Teddy, stumbled upon verses 
from Attar. The bear became so captivated with the 
rhythm of the poem's sentences that he got filled with 
happiness.

Explanation

Explain why a teddy bear is a great friend.

A teddy bear is a great friend because it provides comfort 
and companionship. Its soft fur and cuddly nature is 
perfect for hugs. Teddy bears are always there in both 
happy and sad moments.
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Recap of last episode…

Pre-training Supervised finetuning Preference tuning Reasoning

🧠📚 📝 👍
Learn how to 

autocomplete
Learn how to follow 
a certain behavior

Learn how to align 
with human 
preferences

Learn how to 
reason better

Today's focus



Disclaimer

⚠ Reinforcement learning-based methods are 
pretty technical and mathematically involved ⚠

If you feel overwhelmed:

1.    Focus on intuition and why each method is needed

2.   Review prerequisites (calculus, probability theory)

3.   Interpret formulas from first principles



Important note on conventions

⚠ Field is full of different notations / conventions ⚠

could be… reward ratio" " OR
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Important note on conventions

loss 
(minimize)

objective 
(maximize)

" "
could be… OR

⚠ Field is full of different notations / conventions ⚠

could be… reward ratio" " OR

policy from 
last batch

reference 
policy

" " could be… OR
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RL formulation

Agent

Environment

State

Action
Reward

Policy

Note: The term "Agent" is in the RL sense (not in the "AI Agents" sense that we may mean these days).
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Types of reward

Subjective

👍
● Human preference

● Modeled via Bradley-Terry

Example: Preference tuning

RL from Human Feedback (RLHF)



Types of reward

Subjective Verifiable

👍 🧠
● Human preference ● Solution of a problem

● Deterministic● Modeled via Bradley-Terry

Example: Preference tuning Example: Reasoning

RL from Human Feedback (RLHF) RL with Verifiable Rewards (RLVR)
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Motivation

Goal. Change model weights to increase rewards

I'd suggest you 
do not spend 
much time with 
your teddy bear 
at all.

RMLLM

Suggest a new 
activity I 
could do with 
my teddy bear.

via RL

❄ Frozen🔥 Trained

Example: preference tuning



Motivation

Goal. Change model weights to increase rewards

It is 2026 now. Subtract the birth year 
from the current year: 2026-2020=6.

Answer: 6
LLM

The bear was 
born in 2020. 
How old is the 
bear now?

via RL

🔥 Trained

✅

Example: reasoning RL



Motivation

Goal. Change model weights to have more generations with higher rewards

Question. How do we get ?

Objective 
function

Trajectory

Policy
Cumulative 

rewards



Refresher: gradients

Derivative

Gradient

Direction and magnitude of the steepest increase

1-dimensional

n-dimensional



Policy gradients

Derivation: Use properties of the log function and rearrange terms



Policy gradients

Idea. Increase probability of generations leading to higher rewards

Derivation: Use properties of the log function and rearrange terms



Trajectories in our case

General case

LLMs

Prompt Response Response distribution 
given by LLM

Trajectory Policy

Set of 
prompts



(Vanilla) REINFORCE, a Monte-Carlo algorithm

Simple statistical gradient-following algorithms for connectionist reinforcement learning, Williams, 1992.

Step 1. Given a prompt, sample a response

Step 2. Evaluate completed response

Step 3. Compute log-probability gradient

Step 4. Update parameters

https://link.springer.com/article/10.1007/BF00992696


(Vanilla) REINFORCE, a Monte-Carlo algorithm

Simple statistical gradient-following algorithms for connectionist reinforcement learning, Williams, 1992.

Step 1. Given a prompt, sample a response

Step 2. Evaluate completed response

Step 3. Compute log-probability gradient

Step 4. Update parameters

Note: this step is expensive

https://link.springer.com/article/10.1007/BF00992696


Challenge 1: High variance gradients

Intuition. So far, no relative concept of a "baseline" to compare to

Reward

Good answer Bad answer
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gradients



Challenge 1: High variance gradients

Intuition. So far, no relative concept of a "baseline" to compare to

Reward

Good answer Bad answer

baseline ��
�� 100.5

-0.5

+0.5

Lower-variance  
gradients!



Challenge 1: High variance gradients (toy example)

No baseline

With baseline

Assume and

andThen

Using

High 
variance!

Low 
variance!



Challenge 2: No explicit token-level credit

Intuition. A correct answer does not mean that all tokens were equally good

Teddy is in a sealed box. The box moves to 

the kitchen. Where is Teddy?
Prompt

Output

Step 1: Teddy climbs out of the box.

Step 2: Teddy walks to the kitchen.

Step 3: Answer: Kitchen. ✅



Challenge 2: No explicit token-level credit

Intuition. A correct answer does not mean that all tokens were equally good

Teddy is in a sealed box. The box moves to 

the kitchen. Where is Teddy?
Prompt

Output

Step 1: Teddy climbs out of the box.

Step 2: Teddy walks to the kitchen.

Step 3: Answer: Kitchen.

Incorrect reasoning but…

…correct answer!



Challenge 3: Magnitude of policy updates

Intuition.

● Starting policy is already quite good

● Don't want to regress on previous tasks

● Risk of reward hacking

Question. How to quantify difference between distributions?



Summary of challenges

1 Gradients are noisy

2 No explicit token-level credit assignment

3 No constraint on magnitude of policy updates
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Proposed solution: PPO

Proximal Policy Optimization Algorithms, Schulman et al., 2017.

Maximize rewardsREINFORCE

https://arxiv.org/abs/1707.06347
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PPO actually computes advantages (and not just rewards)

Advantage

Maximize advantages Don't deviate too much 
from beforePPO

Proximal Policy Optimization Algorithms, Schulman et al., 2017.

"Compared to what would be 
expected, how good is this?"

Reward "How good is this?"
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PPO actually computes advantages (and not just rewards)

Maximize advantages Don't deviate too much 
from beforePPO

Proximal Policy Optimization Algorithms, Schulman et al., 2017.

LLM

is in a box Where isTeddy Teddy ? In the box. .

Input Output

Reward = +1

Expected final reward given the 
prefix so far

0.6 0.7 0.95 1.0
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PPO actually computes advantages (and not just rewards)

Maximize advantages Don't deviate too much 
from beforePPO

Proximal Policy Optimization Algorithms, Schulman et al., 2017.

LLM

is in a box Where isTeddy Teddy ? In the box. .

Input Output

Reward = +1

Expected final reward given the 
prefix so far

0.6 0.7 0.95 1.0

Advantage (box) = 0.95 - 0.70 = +0.25

https://arxiv.org/abs/1707.06347


PPO actually computes advantages (and not just rewards)

Value function.

Maximize advantages Don't deviate too much 
from beforePPO

Proximal Policy Optimization Algorithms, Schulman et al., 2017.

Future reward given input 
and partial response

● Model trained jointly with policy via regression head

● Label = completion-level reward

● Token-level

https://arxiv.org/abs/1707.06347


PPO actually computes advantages (and not just rewards)

Value function.

Maximize advantages Don't deviate too much 
from beforePPO

Proximal Policy Optimization Algorithms, Schulman et al., 2017.

Future reward given input 
and partial response

Advantage
Value with / without

state action
Idea:

" "
(It is actually more complicated 

than that, please see GAE paper if 
interested. Not required for exam.)

https://arxiv.org/abs/1707.06347
https://arxiv.org/abs/1506.02438


becomes

PPO actually computes advantages (and not just rewards)

Maximize advantages Don't deviate too much 
from beforePPO

Proximal Policy Optimization Algorithms, Schulman et al., 2017.
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becomes

PPO actually computes advantages (and not just rewards)

Maximize advantages Don't deviate too much 
from beforePPO

Proximal Policy Optimization Algorithms, Schulman et al., 2017.

Actually, we reuse the same batch for multiple updates

"Importance sampling" 
ratio

Therefore:

https://arxiv.org/abs/1707.06347


PPO prevents large updates

Maximize advantages Don't deviate too much 
from beforePPO

1st idea. Clip ratio between new and old policy to prevent large updates

Proximal Policy Optimization Algorithms, Schulman et al., 2017.

Clipped value 

https://arxiv.org/abs/1707.06347


PPO prevents large updates

Maximize advantages Don't deviate too much 
from beforePPO

1st idea. Clip ratio between new and old policy to prevent large updates

Figure adapted from Proximal Policy Optimization Algorithms, Schulman et al., 2017.

https://arxiv.org/abs/1707.06347


PPO prevents large updates

Maximize advantages Don't deviate too much 
from beforePPO

1st idea. Clip ratio between new and old policy to prevent large updates

Figure adapted from Proximal Policy Optimization Algorithms, Schulman et al., 2017.

https://arxiv.org/abs/1707.06347


KL divergence (discrete)

Super Study Guide: Transformers & Large Language Models, Amidi, 2024.

https://superstudy.guide/transformers-large-language-models/


KL divergence (continuous)

Super Study Guide: Transformers & Large Language Models, Amidi, 2024.

https://superstudy.guide/transformers-large-language-models/


PPO stays close to original policy

Maximize advantages Don't deviate too much 
from beforePPO

Proximal Policy Optimization Algorithms, Schulman et al., 2017.

2nd idea. Penalize difference in policy distributions

https://arxiv.org/abs/1707.06347


● No need to train a separate reward model

Direct Preference Optimization: Your Language Model is Secretly a Reward Model, Rafailov et al., 2023.

Connecting this to DPO we saw last week

DPO = Direct Preference Optimization

Rewrite the loss function in a supervised way:

● Operates directly on preference data

● Similar to the Bradley-Terry formulation with a special kind of reward!

https://arxiv.org/abs/2305.18290


PPO nowadays

Maximize advantages Don't deviate too much 
from beforePPO

Proximal Policy Optimization Algorithms, Schulman et al., 2017.

Maximize advantages. Use value function as baseline

Don't deviate too much from before.

● Clipping between current policy and old (e.g. previous batch)

● KL penalty between policy and reference

https://arxiv.org/abs/1707.06347


Side note: terminology alert

Screenshot taken from Proximal Policy Optimization Algorithms, Schulman et al., 2017.

It is an objective function 
("maximize") and NOT a loss.

Rewards also usually denoted "r" 
but here we are talking about the 

ratio.

https://arxiv.org/abs/1707.06347


Compute advantages 
with value function

Challenges addressed by PPO…

1 Gradients are noisy

2 No explicit token-level credit assignment

3 No constraint on magnitude of policy updates

Use clipping and/or 
KL penalty



…with a core limitation

1 Gradients are noisy

2 No explicit token-level credit assignment

3 No constraint on magnitude of policy updates

Use clipping and/or 
KL penalty

Compute advantages 
with value function

Limitation. Training a value 

function is a lot of hassle!

☹
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Proposed solution: GRPO

Maximize advantages Don't deviate too much 
from before

Maximize rewardsREINFORCE

PPO



Proposed solution: GRPO

Maximize advantages Don't deviate too much 
from before

Maximize rewardsREINFORCE

PPO

DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open Language Models, Shao et al., 2024.

GRPO = Group Relative Policy Optimization

GRPO
Maximize advantages 
(but without needing a 

value function!)

Don't deviate too much 
from before

https://arxiv.org/abs/2402.03300


GRPO computes advantages without value function

DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open Language Models, Shao et al., 2024.

GRPO
Maximize advantages 
(but without needing a 

value function!)

Don't deviate too much 
from before
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GRPO computes advantages without value function

DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open Language Models, Shao et al., 2024.

GRPO
Maximize advantages 
(but without needing a 

value function!)

Don't deviate too much 
from before

Given a prompt we compute outputs and we compute 

the advantage for observation 

https://arxiv.org/abs/2402.03300


GRPO computes advantages without value function

DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open Language Models, Shao et al., 2024.

GRPO
Maximize advantages 
(but without needing a 

value function!)

Don't deviate too much 
from before

Updates not too far from 
one another

Close enough to 
reference model

https://arxiv.org/abs/2402.03300


Comparison between GRPO and PPO

GRPO

Figure from DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open Language Models, Shao et al., 2024.

https://arxiv.org/abs/2402.03300
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Figure from DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open Language Models, Shao et al., 2024.
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Figure from DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open Language Models, Shao et al., 2024.
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Figure from DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open Language Models, Shao et al., 2024.
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Comparison between GRPO and PPO

GRPO
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Figure from DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open Language Models, Shao et al., 2024.

https://arxiv.org/abs/2402.03300


Comparison between GRPO and PPO

PPO

GRPO

Screenshot from DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open Language Models, Shao et al., 2024.

https://arxiv.org/abs/2402.03300


Comparison between GRPO and PPO

GRPO

PPO

Similarities. Ratio

Screenshot from DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open Language Models, Shao et al., 2024.

https://arxiv.org/abs/2402.03300


Comparison between GRPO and PPO

PPO

Similarities. Ratio, clipping

GRPO

Screenshot from DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open Language Models, Shao et al., 2024.

https://arxiv.org/abs/2402.03300


Comparison between GRPO and PPO

PPO

Differences. KL penalty

GRPO

Screenshot from DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open Language Models, Shao et al., 2024.

https://arxiv.org/abs/2402.03300


Comparison between GRPO and PPO

PPO

Differences. KL penalty, advantage estimation

GRPO

Screenshot from DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open Language Models, Shao et al., 2024.

https://arxiv.org/abs/2402.03300


"Increasing output length" phenomenon

Observation. Response length keeps on increasing with RL training

DeepSeek-R1: Incentivizing Reasoning Capability in LLMs via Reinforcement Learning, DeepSeek-AI, 2025.

https://arxiv.org/pdf/2501.12948
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"Increasing output length" phenomenon



"Increasing output length" phenomenon

Small Big



"Increasing output length" phenomenon

Short output Long output



"Increasing output length" phenomenon

Short output Long output



"Increasing output length" phenomenon

Short output Long output

Bad 
incentive!



Mitigating "increasing length" phenomenon

Problem.

Remedy. Equalize token-level contributions

● DAPO

DAPO: An Open-Source LLM Reinforcement Learning System at Scale, Yu et al., 2025.

https://arxiv.org/abs/2503.14476
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Problem.

Remedy. Equalize token-level contributions

● Dr. GRPO

● DAPO

Understanding R1-Zero-Like Training: A Critical Perspective, Liu et al., 2025.
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Exploration of other adjustments

● Bias linked to level of difficulty

Understanding R1-Zero-Like Training: A Critical Perspective, Liu et al., 2025.

https://arxiv.org/abs/2503.20783


Exploration of other adjustments

● Bias linked to level of difficulty

● Encourage diversity

DAPO: An Open-Source LLM Reinforcement Learning System at Scale, Yu et al., 2025.
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Exploration of other adjustments

● Bias linked to level of difficulty

● Encourage diversity

DAPO: An Open-Source LLM Reinforcement Learning System at Scale, Yu et al., 2025.

…among others!

https://arxiv.org/abs/2503.14476


Compute advantages 
with group average

Challenges addressed by GRPO…

1 Gradients are noisy

2 No explicit token-level credit assignment

3 No constraint on magnitude of policy updates

Use clipping and/or 
KL penalty



Compute advantages 
with group average

…with a core limitation

1 Gradients are noisy

2 No explicit token-level credit assignment

3 No constraint on magnitude of policy updates

Use clipping and/or 
KL penalty

☹
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GRPO: credit system

Output Step 1 Step 2 Answer

Teddy stays in the box The box moves to the kitchen Kitchen

Teddy climbs out of the box Teddy walks to the kitchen Kitchen

Teddy stays in the box The box stays in the room Room

Teddy climbs out of the box Teddy stays in the room Room

Teddy is in a sealed box. The box moves to 

the kitchen. Where is Teddy?
Prompt
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Output Step 1 Step 2 Answer

Teddy stays in the box The box moves to the kitchen Kitchen

Teddy climbs out of the box Teddy walks to the kitchen Kitchen

Teddy stays in the box The box stays in the room Room

Teddy climbs out of the box Teddy stays in the room Room

Teddy is in a sealed box. The box moves to 

the kitchen. Where is Teddy?
Prompt

What we're missing out on



Long-term. GRPO learns good steps only on average, over many groups.

Consequences of GRPO

Immediate. Every token in an output gets the same advantage.

DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open Language Models, Shao et al., 2024.

slow

noisy

https://arxiv.org/abs/2402.03300


Switch to "Process Supervision"?

DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open Language Models, Shao et al., 2024.

Problems. 

● Need for step-level labeling

https://arxiv.org/abs/2402.03300


Switch to "Process Supervision"?

DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open Language Models, Shao et al., 2024.

Problems. 

● Need for step-level labeling

● Each reasoning step may carry a similar ambiguity

https://arxiv.org/abs/2402.03300


Switch to "Process Supervision"?

DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open Language Models, Shao et al., 2024.

Problems. 

● Need for step-level labeling

● Each reasoning step may carry a similar ambiguity

● Need for dedicated reward model training

https://arxiv.org/abs/2402.03300


Wish list recap

We want:

● On-policy training

● Explicit credit assignment on each token

We don't want:

● Any additional training

Proposal

● Train on the model's generations

● Loss on next token prediction

● Use an already available teacher



KL divergence

In a world governed by P, 
how bad is it to approximate it with Q?



Reverse KL

Formula.



Reverse KL

Formula.

Properties.

● Forgiving about student misses on non-zero teacher regions

high

low 👍



Reverse KL

Formula.

Properties.

● Forgiving about student misses on non-zero teacher regions

● Heavily penalizes the student for putting probability where the teacher puts 

little

👎
low

high

"mode seeking"



Output Step 1 Step 2 Answer

Teddy stays in the box The box moves to the kitchen Kitchen

Teddy climbs out of the box Teddy walks to the kitchen Kitchen

Teddy stays in the box The box stays in the room Room

Teddy climbs out of the box Teddy stays in the room Room

Teddy is in a sealed box. The box moves to 

the kitchen. Where is Teddy?
Prompt

On-policy distillation

On-Policy Distillation of Language Models: Learning from Self-Generated Mistakes, Agarwal et al., 2023.

https://arxiv.org/abs/2306.13649


Remark

Behavior.

● Token prediction typically penalized at the moment it starts going wrong

● Rest of the sentence usually fine since next-token prediction assumes context

context



Discussion

Pros.

● Works well in practice

On-Policy Distillation, Thinking Machines, 2025.

https://thinkingmachines.ai/blog/on-policy-distillation/
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Discussion

Pros.

● Works well in practice

● Compute-efficient

● No reward model

Limitations.

● You need a teacher to learn from in the first place

● Target performance is bounded by teacher model's

On-Policy Distillation, Thinking Machines, 2025.

https://thinkingmachines.ai/blog/on-policy-distillation/


Extension: self-distillation

Idea. Keep same student model as a teacher, but with a hint.

Self-Distilled Reasoner: On-Policy Self-Distillation for Large Language Models, Zhao et al., 2026.

Teddy is in a sealed box. The box moves to 

the kitchen. Where is Teddy?
Prompt

Teddy remains in the box throughout the 

process, which means he ends up in the 

kitchen.

Now solve it yourself:

Hint

https://arxiv.org/abs/2601.18734


Discussion

Pros.

● Works well in practice

● Compute-efficient

● No reward model

Limitations.

● You need a teacher to learn from in the first place

● Target performance is bounded by teacher model's

On-Policy Distillation, Thinking Machines, 2025.

https://thinkingmachines.ai/blog/on-policy-distillation/


Extension: multiple teachers

MOPD: Multi-Teacher On-Policy Distillation for Capability Integration in LLM Post-Training, Ma et al., 2026.

Proposal. Use a teacher that is expert in the associated domain.

https://arxiv.org/abs/2606.30406


Thank you for your attention!


